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GENESIS 
 

he success of any business organization today lies not only in its strong 
foundation and individual genius but also in its ability to collaborate with the 

remaining business world and get the best out of it. With the arrival of networks and 
distributed systems, geographical dispersion of business organizations poses little hindrance 
now. Today, Virtual Enterprises(VEs) offer a platform for numerous inter-dependent 
organizations to come together, share resources, collaborate and negotiate with each other. 
The implementation of such a VE requires an infrastructure which is autonomous, 
accommodates heterogeneity and supports continual extension. 
 

A Multi-Agent System (MAS) represents a virtual society of pro-active participants 
reflecting situations in real-life VEs. The extensive research on Multi Agent Systems (MAS) 
going on in our Institute for the last few years offered us a big initiative to use this technology 
in implementing a VE. Ours is a second generation research team which has its genesis in the 
work performed by a prior student group. They demonstrated the application of a 
heterogeneous multi-agent system called ‘COBMAF’ through the example of VAME 
(Virtual Automobile Manufacturing Enterprise) which has its definitional roots embedded 
in the term VE as mentioned above.  
 

However the architecture is still in its formative stages and calls for greater 
standardization and semantic extension to it in terms of including a Directory Facilitator, 
Gatekeeper and Ontology for their respective purposes as will be mentioned in the section 
‘Problem Definition and Scope’. The architecture itself was laid down prior to any initiation 
in terms of writing the actual code and is a multi-layered growth proposal both in terms of 
extension to its scientific foundations and as a working model for the computer science 
department of VESIT.  
 

Our student research group took parallel work initiatives, with one group proposing 
implementation of the Directory Facilitator & Gatekeeper and the other working towards its 
Ontological extension. However by virtue of serendipity we also found out that there was a 
possible third dimension to this entire project. It took time for the student group to discover 
this until finally when the idea of suggesting a suitable ‘Web Model’ was brought to light. 
Mapping the existing agent code to the internet was a separate project in itself and called for 
an altogether new architectural extension to COBMAF. Although there was mapping in terms 
of Java and C++ classes, the environment was now new and hence some way of agent 
interaction had to be formulated. The team successfully got through this problem by 
suggesting a solution in the form of implementing servlets with the underlying aim being to 
migrate existing code to the server and keeping the client thin. This web extension is in its 
incipient stage and requires lots of suitable modifications until we can finally propose the 
right architecture. We have proposed a name tag to this model called the ‘COBMAF-VAME-
WEB (CVW). 
 

With CVW coming into play, our research group now got functionally split up into 
those concentrating on enhancing the base model and those working towards translating it to 
the web. However this functional connection is not disparate and there exist a lot of 
interdependencies between the two groups. The course of action planned is to work in 

T 
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parallels but at the same time sync periodically to exploit the work of one group and 
assimilate it into that of the other’s. For e.g. as an when the Gatekeeper or Directory Service 
gets integrated into the base model, the parallel student group will force its translation into 
the CVW. Similar is the case for the base models ontological enhancements. The CVW has 
its own aspects to look into and shows tremendous potential in terms of providing a 
marketable solution to the department’s research work. The details of CVW have been 
explained in the section ‘CVW – A web marketable proposal’. 
 

Thus the genesis of our research project right from extending work done by the earlier 
team to the idea of extending COBMAF leads us into some rather incipient but 
foundationally strong proposals for working towards exploiting the strengths of our base 
model and not only demonstrating it through intranet based Virtual Enterprises but also 
envisaging the idea of creating real-time online VEs. This work phase completed by our 
research team would now act as the Genesis for other future student groups who would work 
towards including stronger architectural extensions to both COBMAF and the CVW.  
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PROBLEM DEFINITION & SCOPE: 
 

Our research work is aimed at proposing architectural inclusions and modifications to 
the framework COBMAF which is a heterogene-ous multi agent system using CORBA. This 
framework offers programming in-terfaces, performatives and messaging primitives to 
application developers and also allows encapsulation of agents into CORBA application 
objects, share het-erogeneous databases and locate agents. The agents build using the 
framework interact using performatives based on standard FIPA ACL. This interaction can be 
competitive or cooperative depending on the nature of the distributed appli-cation. The 
framework allows interoperation between systems both at applica-tion and at semantic and 
knowledge levels. The previous work on this framework has been demonstrated with the 
example of a Virtual Enterprise called Virtual Automobile Manufacturing Enterprise 
(VAME) as a multi agent distributed application. 

 
Considering this capsule of work undertaken by the earlier batch of student 

researchers, we propose to add suitable improvements to the COBMAF architecture which 
transpires in the form of including a Directory Facilitator (for creating a directory service that 
registers agents and manages lookups to their corresponding services, a Gatekeeper (for 
standardizing security mechanisms) and an Ontology (for standardizing the semantic 
communication among agents). Apart from making suitable modifications to the base 
architecture, our research team also goes ahead to propose an altogether new model for the 
internet which though based on COBMAF has its own unique architecture and agent 
interaction system implemented through the use of servlets. The idea over here is to map 
existing java code to its web counterpart and make the same agent services available but now 
through a new medium.    
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LITERATURE SURVEY: 
 
VIRTUAL ENTERPRISE: 

We are currently witnessing a convergence of several threads of technology and 
business imperatives. The idea of a VIRTUAL ENTERPRISE - a business built from both 
organizationally and geographically distributed units - is becoming an area of increasing 
interest to both computer scientists and business people.  
 

 Definition: 
"A virtual enterprise is a temporary aggregation of core competencies and associated 
resources collaborating to address a specific situation, presumed to be a business 
opportunity." 

 

 Typology: 

VEs are considered to exist in a number of forms and environments. They can be: 

• Internet communities sharing a common interest, 
• Intra-enterprise groups of individuals located in a variety of locations but who share a 

common goal such as a project team, 
• Inter-enterprise organizations with distributed independent support systems such as a 

firm with outsourced functions, or 
• Independent organizations that joined together to accomplish a particular project. 

 
They may exist as commercial organizations, government institutions, universities, health 

organizations or simply groups of like-minded individuals. They exist in stable or dynamic 
environments. 
 
VIRTUAL AUTOMOBILE MANUFACTURING ENTERPRISE: 

In our project, we deal with a subset of such a Virtual Manufacturing Enterprise 
known as a Virtual Automobile Manufacturing Enterprise (VAME). The VAME is an 
agglomeration of all companies that provide essential parts in the manufacturing of an 
automobile. 
 

 PROJECT REQUIREMENTS: 
 

 CORBA FRAMEWORK: 
To incorporate more flexibility into the implementation of agents in the Virtual 

Enterprise the CORBA (Common Object Request Broker Architecture) platform is used 
as the middleware. This allows communication between Agents implemented in any 
language, on any platform and running on any operating system. Such heterogeneous 
agents provide autonomy, simplicity of communication, computation and well-developed 
semantics. They ensure the necessary flexibility and dynamism of a VE System. 

 
CORBA creates interface specifications, not code. The interfaces it specifies are 

always derived from demonstrated technologies submitted by member companies 
specifications are written in a neural interface definition language (idl) which defines the 
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components boundaries that is, its contractual interfaces with potential across languages, 
tools, operating systems and networks. 

                         
CORBA objects are blobs of intelligence that can live anywhere on a network. 

They are packaged as binary components that remote clients can access via remote 
method invocations. Both the language and the compiler can be used to create server 
objects are totally transparent to clients. Clients do not need to know where the 
distributed objects reside on or which operating system it executes on. It can be on the 
same process or on a machine that sits across on an intergalactic network. In addition 
client does not need to know how the server object is implemented. Thus the interface 
serves as a binding contract between the clients and server. 

 
 BORLAND’S VISIBROKER SOFTWARE: 

 
VisiBroker is a complete CORBA Object Request Broker (ORB) and supports a 

development environment for building, deploying, and managing distributed object 
applications that are interoperable across platforms. Objects built with VisiBroker are 
easily accessed by Web-based applications that communicate using the OMG’s Internet 
Inter-ORB Protocol (IIOP), the standard for communication between and among 
distributed objects running on the Internet, intranets, and in enterprise computing 
environments. VisiBroker has a native implementation of IIOP, ensuring high-
performance, interoperable distributed applications. 

 
 

 USING SOFTWARE AGENTS TO MODEL A VE: 
A software agent is basically a software program designed to perform specific goal- 

driven functions and has the capability to communicate with other agents. A software agent is 
an “expert" in its function. It is aware of and can access the functioning capabilities of other 
agents. Each agent is able to ask for information and/or a decision from other agent and is 
also able to respond to events as they occur, modifying its behaviour as required. Ultimately, 
it is the agents which determine the efficient and coordinated achievement of the goals etc.  
    
 
 

JAV
A 

C++ C#

IDL 

CLIENT STUB SERVER SKELETON 

CORBA IIOP ORB 

C# C++JAV
A

IDL IDL IDL IDL IDL 
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DESIGN OF VIRTUAL AUTOMOBILE MANUFACTURING ENTERPRISE: 
An automobile manufacturing VE consists of various companies (enterprises) buying 

and selling automobile related products.. There is a need to come up with a generalized agent 
system which can be used by any of the above types of companies. Let us first look at the 
essential requirements of our VE. 
 

 Global Product Database: 
Each organization (or dealer) needs to know what products are being sold within 

the VE. Hence, there is a need to maintain a globally available database which lists 
the products on sale within the VE. 

 
 Negotiation Functionality: 

Any organization should possess the capability of not only buying and selling 
products but also negotiating their price. Also, it should be able to negotiate on 
various products with various organizations concurrently. 

 
 Resource Management: 

An organization should be able to keep a track of its inventory. It should be able 
to dynamically keep a record of the quantity of its goods and be able to buy the 
necessary goods if required. 

 
 Scheduling: 

Any organization works under time constraints. It schedules various activities 
such that it can optimally use its resources. Time may be an important factor in the 
negotiation between a vendor and purchaser.  

 
 Choice of Agents: 

Based on the above requirements we have designed various agents, each with a 
distinct functionality which cooperate with each other and aim to fulfill the needs of 
any enterprise in the VE. The various agents designed are- 

 
 Global Agent Management Server (Global AMS): 

This agent keeps a track of the various organizations which are a part of the 
database, the details required for contacting them and the various products which are 
sold by each of them. There is only one Global AMS in the whole VE and it must be 
contacted first for any interaction between two organizations to occur.  

 
 Local Agent Management Server (Local AMS): 

This agent is used to provide privacy to an organization by keeping a track of the 
various agents it uses, but at the same time keeping this information hidden from the 
external agents in the VE. It also ensures that all existing agents within an 
organization are informed if a new agent of that organization is created. The number 
of local agent management servers in a VE corresponds to the number of 
organizations which are a part of it, with each organization having its own unique 
Local AMS. 

 
 Resource Management Agent (RMA): 

The RMA is responsible for keeping a track of the quantity of the various ready-
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made products in its organization. In addition, it maintains a record of the various 
spare-parts / raw materials required to manufacture each product. If the quantity of the 
ready-made products / spare-parts drops below the threshold set by its user, then it is 
responsible to procure the spare-parts / raw materials and manufacture the products.  

 
 Scheduling Agent: 

The Scheduling Agent is used to keep a track of the task configuration of each 
ready-made product its organization manufactures and the number of days it would 
take to manufacture each ready-made product. It also provides the capability to 
dynamically change the task configuration of each product to meet the user’s 
changing needs. 

 
 Sales Agent (SA): 

The Sales Agent is used by an organization to sell the various products it 
manufactures. It also has negotiation capabilities which enable it to negotiate the 
selling price of its products based on the parameters set by its user.  

 
 Procurement Agent (PA): 

The procurement agent is used to buy the various products required by an 
organization / dealer. Just like the Sales Agent, this agent also provides negotiation 
capability to its users. 
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IMPLEMENTATION: 
 VIRTUAL ENTERPRISE: APPLICATION PROGRAMMING INTERFACES (API) 

APPLICATION – 
VIRTUAL AUTOMOBILE MANUFACTURING ENTERPRISE(VAME) 

SALES 
AGENT 

PROCUREMENT 
AGENT 

RMA 
AGENT 

SCHEDULER 
AGENT 

VAME API

VAME PACKAGE 

PERFORMATIVE BASED AGENT INTERACTION

AGENT

BEHAVIOUR ONESHOTBEHAVIOUR SIMPLEBEHAVIOUR 

CYCLICBEHAVIOUR LOOPERBEHAVIOUR WAKERBEHAVIOUR 

LOCAL AGENT MANAGEMENT SERVICE (AMS) 

GLOBAL AGENT MANAGEMENT SERVICE (GAMS) 

AGENT COMMUNICATION LANGUAGE (ACLMessage) 

CORBA ORB MESSAGE TRANSPORT LAYER 

MESSAGING PRIMITIVES 
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The architecture of Virtual Enterprise from a system perspective is shown. The lowest 
layer is a message transport layer that handles the transmission and reception of messages 
from the higher layers. This layer is opaque to the existence of agents in the higher layers. It 
is just concerned with the task of delivering a message object wrapped as a CORBA object 
that makes use of the ORB to invoke the message passing primitives defined using the 
CORBA IDL. On top of this layer is the Agent API layer that provides higher level services 
to the application programmers to create, manage and execute their agents. 
 
We now explain the API in detail. 
 

 AGENT CLASS: 
This is the basis of the agents in the virtual enterprise system. The Agent class is the 

super class of all other agent programs or classes written by the application developers. The 
Agent class extends the Thread class that ensures that every agent is a separate thread of 
control whose execution is operating system controlled. 
 

The Agent class extends the Thread class of the Thread package provided by the 
programming language environment. This class provides the two main functions of message 
passing viz. sending a message and receiving one. The methods used for the same are as 
follows: 
sendACLMessage(ACLMessage) 
(ACLMessage)=recvACLMessage() 
 

The sendACLMessage() method takes as input parameter the object of the 
ACLMessage class, that we shall soon explain, while the recvACLMessage() method returns 
an object of the ACLMessage class 
 

The Agent class provides for the registration facilities for the agent. Whenever an 
agent is launched, first a connection is made to the coordinator, called as Agent Management 
Server (AMS) that we shall explain later, requesting registration. If registration is accepted 
the agent continues with its actions else it asks its owner to restart. This registration 
procedure is handled implicitly and is not to be coded by the application developer. 
 

 BEHAVIOURS: 
A Behaviour provides the agent a separate thread of control to execute a certain set of 

actions in a certain manner. Every behaviour is configured as a thread of the underlying 
programming language package. So an agent with much behaviour spawns separate threads 
to server each behaviour. 
 

 One Shot Behaviour: Any task specified in the agent under the one shot behaviour 
executes only once and then the behaviour terminates. 

 
 Simple Behaviour: The set of actions defined under the action method keeps on 
executing for the lifetime of the agent till some logical condition is satisfied after 
which the behaviour terminates. 

 
 Cyclic Behaviour: The set of actions defined in the action() method continue to 
execute for the entire lifetime of the agent. The behaviour terminates only when the 
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agent stops. Typically the portion of the agent code that is used as a message 
receiver is implemented using this behaviour. 

 
 Looper Behaviour: The developer when using this behaviour specifies the number 
of times he wants the behaviour to execute. In other words, the action() method is 
executed for the specified number of iterations after which the behaviour terminates. 

 
 Waker Behaviour: In this behaviour the user specifies a time period in terms of 
milliseconds for which the agent or more specifically the thread associated with the 
behaviour sleeps before executing.  

 
An agent can have up to ten simultaneously executing behaviours. These behaviours 

are started automatically one after the other in a sequential order once the agent is running 
and registered. The subsequent scheduling of the execution of the behaviours is done by the 
underlying operating system in a non preemptive round robin manner. This imposes an 
additional constraint namely the operating system and the programming language must 
support multithreading. 
 

 THE ACL MESSAGE CLASS: 
 
This class provides the basic implementation of our agent communication language message. 
Any message has the following four string fields: 

• sender ID 
• receiver ID 
• content 
• performative 

 
 

 THE AGENT MANAGEMENT SERVER (AMS): 
This is basically a facilitator agent that handles registration and authorization of 

agents on an intra organization scale. Every participating enterprise of VE must have its own 
version of AMS agent running to service all its other local agents. 
 

 THE GLOBAL AGENT MANAGEMENT SERVER (GAMS): 
The global AMS functions much like the local version except that it works on an inter 

organization scale keeping information about the participating organizations and their local 
AMS. The global AMS also is not available for implementation by developers and is hard 
coded. 
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PROPOSED DESIGN:  
 COBMAF API: 

 
The API allows the application developers to create and start agents from Class 

Agents which is the base class that every user agent class should extend and also lets the user 
define the behaviour. The API allows developer to choose specialized behaviour for every 
agent thus enabling the agent to execute predefined actions in a predefined manner. 
 

 
 
 

COBMAF: FRAMEWORK LAYER AND IT’S COMPONENTS 
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A new set of Agents to be discussed over here would be the Facilitator Agents. There are two 
types of Facilitator Agents: 

1. Application Level Facilitator Agents: These include the Directory Service Agent 
(Directory Facilitator) which mainly deals with providing ‘Yellow Page’ and ‘White 
Page Service’ to the various active agents and the Database Agent which takes care of 
Database transactions of the various agents. 

2. Middleware Level Facilitator Agents: It consists of a Gatekeeper Agent whose duty 
includes handling the security aspect of the agents and a Communication Agent for 
facilitating communication between agents. 

 
APPLICATION LEVEL FACILITATOR AGENTS: 
 

 DIRECTORY SERVICE AGENT (DIRECTORY FACILITATOR):  
 

                     
 

In a distributed system, agent interaction first requires that the agents locate each 
other. An agent may know the name of another agent and want to locate it based on the name. 
On the other hand, an agent may want to locate all other agents of a particular type providing 
a particular service. Both these requirements are handled by the Directory Service Agent. A 
Directory Service can be used to provide information about agents. E.g. an agent may want to 
find the location of another agent to communicate with it, especially when agents on different 
machines cannot interact. When a directory service is not available in Mobile Agent 
architecture, inter-agent communication may be seriously impeded and agent management 
may become very difficult. 

Apart from the general directory service issues for any distributed system, such as 
scalability, distribution, and data replication, the use of a directory service for mobile agents 
introduces some new aspects. Most directory services are optimized for read operations, not 
for update operations. In a mobile agent system, however, the agent locations change 
frequently, resulting in a considerable amount of updates. A possible solution is to only store 
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the site of an agent in the directory service and to use a broadcast mechanism to locate the 
actual node of an agent. 

The Directory Service Agent implements a global system-wide naming service and 
provides the following two types of services:  
 

• White Page Service: This service looks up agents in the directory based on their 
unique identity. It returns the services provided by the agent and its address.  

• Yellow Page Service: This service looks up the agents based on their type and services 
provided. It returns the access details of the agent including name and address.  

 
Every Agent Management Server is associated with its own directory. COBMAF 

makes use of one Directory Service Agent for every AMS. 
 

 
 
VISIBROKER'S SMART AGENT: 

 
VisiBroker's Smart Agent (osagent) is a dynamic, distributed directory service that 

provides facilities used by both client programs and object implementations. A Smart Agent 
must be started on at least one host within your local network. When your client program 
invokes bind() on an object, the Smart Agent is automatically consulted. The Smart Agent 
locates the specified implementation so that a connection can be established between the 
client and the implementation. The communication with the Smart Agent is completely 
transparent to the client program. 

A SPECIAL NOTE ON MANAGING REAL-TIME COMMUNICATION WITH  
MOBILE AGENTS: 

 
There are several different architectures that have been 

proposed to offer real-time communication with an agent.  A directory 
registration strategy helps in this scenario. Under this strategy, an agent 
must register itself with a specified server upon entering and exiting a 
given site it is visiting. Upon entering the site, the agent uploads a 
notification to the server that contains pre-defined information such as 
current location, next visiting location, number of sites left to visit, and 
many more, depending on the user preferences. The most critical piece 
of information is the current location because it allows the user to 
physically track the location of the agent, hence the possibility of real-
time communication between user and agent. 

The agent directory comes complete with a directory manager 
and a separate interface for system administrators that wish to perform 
maintenance on the directory. The directory manager automatically 
performs periodic maintenance routines that are predefined by the 
system administrators. Aside from the directory manager, the system 
administrator can have the option of logging into a JSP-enabled web 
interface that allows the system administrator to interact directly with 
the agent status core database. The system administrator can remove 
individual entries, clear the entire database, or simply get a refreshed 
listing of the current contents of the database. 
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 Best practices for Smart Agent configuration and synchronization: 

 
While the Smart Agent imposes no hard limits on the numbers and types of objects 

that it can support, there are reasonable best practices that can be followed when 
incorporating it into a larger architecture. 

The Smart Agent is designed to be a lightweight directory service with a flat, simple 
namespace, which can support a small number of well known objects within a local network. 

Since all objects' registered services are stored in memory, scalability cannot be 
optimized and be fault tolerant at the same time. Applications should use well known objects 
to bootstrap to other distributed services so as not to rely on the Smart Agent for all directory 
needs. If a heavy services lookup load is necessary, it is advisable to use the VisiBroker 
Naming Service (VisiNaming). VisiNaming provides persistent storage capability and cluster 
load balancing whereas the Smart Agent only provides a simple round robin on a per osagent 
basis.  
 
⇒ General guidelines: 

The following are some general guidelines for best practice Smart Agent usage: 

 Server registrations should be limited to less than 100 object instances or POAs per 
ORB domain.  

 The Smart Agent keeps track of all clients (not just CORBA servers), so every client 
creates a small load on the Smart Agent. Within any 10 minute period, the client 
population should generally not exceed 100 clients.  

 Applications should use the Smart Agent sparsely by binding to small sets of well 
known objects at startup and then using those objects for further discovery. The Smart 
Agent communications are based on UDP. Although the message protocol built on 
top of UDP is reliable, UDP is often not reliable or allowed in wide area networks. 
Since the Smart Agent is designed for intranet use, it is not recommended over wide 
area networks that involve firewall configurations.  

 The real default IP of the Smart Agent must be accessible to clients on a subnet that is 
not directly connected to the Smart Agent host. The Smart Agent cannot be 
configured for client access behind a Network Address Translation (NAT) firewall.  

 The Smart Agent configures itself at startup using the network information available 
at that time. It is not able to detect new network interfaces that are added later, such as 
interfaces associated with a dial up connection. Therefore, the Smart Agent is meant 
for use in static network configurations.  

⇒ Load balancing/ fault tolerance guidelines: 

 The Smart Agent implements load balancing using a simple round-robin algorithm on 
a per agent basis, not on an ORB domain basis. For load balancing between server 
replicas, when you have more than one Smart Agent in the ORB domain, make sure 
all servers are registered with the same Smart Agent.  

 The ORB runtime caches access to the Smart Agent, so multiple binds to the same 
server object from the same ORB process do not result in round-robin behavior 
because all subsequent attempts to bind to the object use the cache rather than sending 
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a new request to the Smart Agent. This behavior can be changed using ORB 
properties. 

 When a Smart Agent is terminated, all servers that were registered with that agent 
attempt to locate another agent with which to register. This process is automatic, but 
may take up to two minutes for the server to perform this function. During that two 
minute window, the server is not registered in the ORB domain and therefore is not 
available to new clients. However, this does not affect ongoing IIOP communications 
between the server and clients that were previously bound.  

⇒ When not to use a Smart Agent: 

 When the ORB domain spans a large number (greater than 5) of subnets. Maintaining 
the agentaddr files for a large ORB domain spread over a large number of subnets is 
difficult to manage.  

 When the name space requires a large number (greater than 100) of well known 
objects.  

 When the number of applications (clients) that require the Smart Agent consistently 
exceeds 100 in a 10 minute period.  

Note: In the above situations an alternative directory, such as the Naming Service, 
may be more appropriate.  

⇒ Locating Smart Agents: 
VisiBroker locates a Smart Agent for use by a client program or object 

implementation using a broadcast message. The first Smart Agent to respond is used. After a 
Smart Agent has been located, a point-to-point UDP connection is used for sending 
registration and look-up requests to the Smart Agent. 

The UDP protocol is used because it consumes fewer network resources than a TCP 
connection. All registration and locate requests are dynamic, so there are no required 
configuration files or mappings to maintain. 

Note: Broadcast messages are used only to locate a Smart Agent. All other communication 
with the Smart Agent makes use of point-to-point communication. 

⇒ Locating objects through Smart Agent cooperation: 
When a Smart Agent is started on more than one host in the local network, each Smart 

Agent will recognize a subset of the objects available and communicate with other Smart 
Agents to locate objects it cannot find. If one of the Smart Agent processes should terminate 
unexpectedly, all implementations registered with that Smart Agent discover this event and 
they will automatically re-register with another available Smart Agent. 
 
⇒ Ensuring Smart Agent availability: 

Starting a Smart Agent on more than one host within the local network allows clients 
to continually bind to objects, even if one Smart Agent terminates unexpectedly. If a Smart 
Agent becomes unavailable, all object implementations registered with that Smart Agent will 
be automatically re-registered with another Smart Agent. If no Smart Agents are running on 
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the local network, object implementations will continue retrying until a new Smart Agent is 
contacted. 

If a Smart Agent terminates, any connections between a client and an object 
implementation established before the Smart Agent terminated will continue without 
interruption. However, any new bind() requests issued by a client causes a new Smart Agent 
to be contacted. 

No special coding techniques are required to take advantage of these fault-tolerant 
features. We only need to be sure a Smart Agent is started on one or more host on the local 
network. 

⇒ Checking client existence: 
A Smart Agent sends an "are you alive" message (often called a heartbeat message) 

to its clients every two minutes to verify the client is still connected. If the client does not 
respond, the Smart Agent assumes the client has terminated the connection. 
 

 Migrating objects between hosts: 
Object migration is the process of terminating an object implementation on one host, and 

then starting it on another host. Object migration can be used to provide load balancing by 
moving objects from overloaded hosts to hosts that have more resources or processing power. 
Object migration can also be used to keep objects available when a host is shutdown for 
hardware or software maintenance. 
 
⇒ Migrating objects that do not maintain state: 

The migration of objects that do not maintain state is transparent to the client program. If 
a client is connected to an object implementation that has migrated, the Smart Agent will 
detect the loss of the connection and transparently reconnect the client to the new object on 
the new host. 

 
⇒ Migrating objects that maintain state: 

The migration of objects that maintain state is also possible, but it will not be transparent 
to a client program that has connected before the migration process begins. In these cases, the 
client program must register an interceptor for the object. 

When the connection to the original object is lost and VisiBroker reconnects the client to 
the object, the interceptor's rebind_succeeded() method will be invoked by VisiBroker. 
The client can implement this method to bring the state of the object up to date. 

⇒ Migrating instantiated objects: 
If the objects that you wish to migrate were created by a server process instantiating the 

implementation's class, you need only start it on a new host and terminate the server process. 
When the original instance is terminated, it will be unregistered with the Smart Agent. When 
the new instance is started on the new host, it will register with the Smart Agent. From that 
point on, client invocations are routed to the object implementation on the new host. 
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 Binding to Objects: 
Before your client application invokes a method on an interface it must first obtain an 

object reference using the bind() method. 
When your client application invokes the bind() method, VisiBroker performs several 

functions on behalf of your application. These are shown below. 

 VisiBroker contacts the osagent to locate an object server that is offering the 
requested interface. If an object name and a host name (or IP address) are specified, 
they will be used to further qualify the directory service search.  

 When an object implementation is located, VisiBroker attempts to establish a 
connection between the object implementation that was located and your client 
application.  

 If the connection is successfully established, VisiBroker will create a proxy object if 
necessary, and return a reference to that object.  

Note: VisiBroker is not a separate process. It is a collection of classes and other 
resources that allow communication between clients and servers.  

 DATABASE AGENT:  
 
A distributed system may have different agents/agent managers accessing 

different types of databases. In order to make database access transparent, there is a need 
of a database agent which takes care of the heterogeneity amongst databases. This agent 
keeps track of the drivers used by each database. Other details such as data formats, 
access details, ways of storage etc. are also maintained by the database agent. This allows 
the agent to efficiently query every type of database. This agent has not been integrated 
with COBMAF yet. 

 
 
MIDDLEWARE LEVEL FACILITATOR AGENTS: 
 

 GATEKEEPER AGENT:  
A distributed system involves communicating with entities which are protected behind a 

firewall and use different security features. The GateKeeper Agent is used to efficiently 
handle such diverse security restrictions while keeping the agents transparent to such details. 
It uses the gatekeeper functionality provided by VisiBroker for CORBA. 
The important tasks of a GateKeeper Agent are: 

• Communicating with entities which are protected behind a firewall. 
• Communicating across various networks and translating messages. 
• Security features such as authentication and replay of messages. 
• Preventing repudiation. 
• Storage for Persistent objects. 
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CONFIGURING GATEKEEPER IN VISIBROKER: 
 

 What is GateKeeper? 
GateKeeper is an OMG-CORBA compliant General Inter-ORB Protocol (GIOP) Proxy 

Server developed by Borland Software Corporation which enables CORBA clients and 
servers to communicate across networks while conforming to security restrictions imposed by 
Internet browsers, firewalls, and Java sandbox security. In effect, GateKeeper serves as a 
gateway or proxy for clients and servers when security restrictions prevent clients from 
communicating with the servers directly. 

GateKeeper is often used when you do not want to expose the server directly to 
clients or when a client's access to the server is restricted. In the latter case, either the client is 
an unsigned applet or there is an intervening firewall. 
 

 GateKeeper as a Gateway or Proxy: 
When a distributed system based on the VisiBroker ORB is deployed over the Internet or 

Intranet, there are many security restrictions that can apply to the system, including: 
• server-side firewalls preventing clients from accessing certain server hosts.  
• client-side firewalls preventing outgoing connections.  
• client-side firewalls prohibiting protocols other than HTTP.  

 
GateKeeper, along with the VisiBroker ORB, provides mechanisms to work with these 

restrictions based on the OMG CORBA Firewall specification by acting as a gateway or 
proxy between the client and the server. When certain restrictions prevent the client from 
connecting directly to the server, the client can choose to connect to GateKeeper. The client 
can send messages to GateKeeper which will forward the messages to the server. 

When certain restrictions prevent the server from connecting back to the client to do 
callbacks, the server can choose to connect to GateKeeper. The server can send callback 
messages to GateKeeper which will forward the messages to the client. 
In short, GateKeeper provides the following features: 

• Proxy to overcome firewalls  
• Callback enabling  
• Location transparency  
• Java: HTTP tunneling  

 
 Additional capabilities of GateKeeper: 

 
In brief, the additional capabilities of GateKeeper are: 
• Java: Acts as a simple Web Server to load java classes. Java sandbox security 

prevents unsigned Java applets from communicating with servers other than the ones 
running on the host machine from which the applets were downloaded. GateKeeper 
can be configured to overcome this problem.  

• Java BootStrapping: GateKeeper can run as a servlet inside any Web Server that 
supports servlets. This configuration enables IIOP over HTTP (HIOP) and is useful 
for Java clients.  

• Load Balancing and Fault Tolerance: A master GateKeeper and one or more slave 
GateKeepers can be clustered together and viewed as a single GateKeeper by the 
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clients. This configuration provides the flexibility to balance the load and allows some 
degree of fault tolerance.  

• Customizable IP-based access control: GateKeeper can be configured to deny or 
grant accessibility based on criteria such as operations, signed by, and so forth.  

 
 Primary Use of GateKeeper: 

 
GateKeeper is primarily used as a proxy to overcome firewall and transport restrictions. 

In addition, GateKeeper acts as a Web Server and also incorporates load balancing and access 
control. GateKeeper, however, should never be used like a full-fledged Web Server, a full-
fledged load balancing system, nor a full-fledged access control system. GateKeeper should 
instead complement its full-fledged counterparts. 
 

 Where to deploy GateKeeper: 
 
This section describes some basic principles used to identify the correct location of where 

to deploy GateKeeper. 
 

Gather the following information: 
o client location 
o server location and the server's listener port  
o networks connecting the client and server  
o firewall, router, and gateway configurations in the connecting networks  

Find a connecting path between the client and server; the path may cross multiple 
networks. To enable the client to contact the server, there must be a connecting path. 
Otherwise, the client cannot communicate with the server. 

 Client and server on the same network: 
 
When the client and server are located on the same network, the client can always contact 

the server directly. GateKeeper, however, may still be required in some circumstances; as in 
the two cases shown in the following examples. If GateKeeper is required, deploy 
GateKeeper on any host in the same network. 

Case 1: Restricted client transport type 

Transport types that a client can use to connect to a server can be restricted using the 
client side properties. GateKeeper is required when: 

o a client always connects through a proxy  
o a client always use HTTP-tunneling mode  

Case 2: Java sandbox security 
Java sandbox security prevents unsigned Java applets from communicating with server 

objects located on servers other than the ones running on the host from which the applets 
were downloaded. In this case, GateKeeper is required as a gateway between the client and 
server to overcome the restriction of Java sandbox security. 
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 Client and server on adjacent networks: 
When the client and server networks are adjacent to each other, the two networks are 

connected using an internetworking device such as a gateway or router. In some cases, a 
firewall may exist in either network or both networks. To simplify the description, we will 
consider the firewall as part of the internetworking device. The internetworking device is 
responsible for forwarding and routing the messages between the two networks. It can also 
block certain messages from crossing the networks; this is the role of a firewall. The transport 
types that a client uses to connect to a server can be restricted using the client's property. 

For a client's message to reach the server, the internetworking device must forward the 
message from the client network to the server network. To find an appropriate location to 
deploy GateKeeper, determine the type of messages that the internetworking device can 
forward from the client network to the server network. 

The following cases illustrate all the possible locations to deploy GateKeeper for adjacent 
client and server networks. 

• Case 1: No GateKeeper required  

GateKeeper is not required when the gateway can forward all client messages from 
the client network to the server network. 

The following diagram shows a client which sends a message of type A to the server, 
which listens to type A messages. The gateway forwards the message (type A) to the 
server network. The server then receives the message (type A). Common examples of 
type A messages are IIOP and IIOP/SSL. 

 

• Case 2: GateKeeper in a server network 

The following diagram shows a server that listens to messages of type S. The gateway 
blocks messages of type S but can forward messages of type A from the client network to 
the server network. If the client sends a message of type S to the server, it will be blocked 
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by the gateway. Instead, the client has to send messages of type A so that the gateway can 
forward the message to the server network. GateKeeper is required in the server network 
to act as a proxy. The client communicates with GateKeeper using type A message and 
GateKeeper in turn communicates with the server using type S message. An example of 
type A and S is HTTP and IIOP, respectively. An example for this scenario is HTTP 
Tunneling mode, where IIOP packets are not allowed, but HTTP packets are allowed by 
the Gateway/Firewall. 

 

• Case 3: GateKeeper in a client network  

Server listens to messages of type A but client can only use transport type C to 
communicate with the server. The gateway blocks messages of type C but forwards 
messages of type A. A GateKeeper is needed in the client network. Client communicates 
with GateKeeper using transport type C and GateKeeper communicates with the server 
using transport type A. The gateway forwards the type A message from the GateKeeper 
to the server network. An example of transport type C and transport type A is HTTP and 
IIOP, respectively. 

 

• Case 4: GateKeeper in both networks 

The gateway blocks both the messages (type C) sent by clients and the messages (type 
S) that the server can listen to. The gateway can forward another type of message (type 
A). Therefore, GateKeeper is required in both client and server networks. The client 
communicates with GK1 using message type C. GK1 communicates with GK2 using 
message type A, which can be forwarded by the GK2 which in turn communicates with 
the server using message type S. An example of message type C is HTTP, message type 
A is SSL and message type S is IIOP. 



22 
 

 
 

 
COBMAF-VAME++ 

 

 

 
 Configuring the firewall: 

A firewall is a network device that performs filtering of data packets. A firewall inspects 
every data packet it receives and then either forwards the packet or drops it depending on the 
firewall's security policy. 

The following figure shows an example of firewall packet filtering: 

 

The firewall's security policy usually inspects the message type, message source, and 
message destination to perform filtering. Firewalls are capable of applying packet-filter rules 
based on the type of service (example: stream-oriented or datagram-packets) and the 
underlying protocol type (example: IP, ICMP, TCP, UDP). Suppose that the firewall 
identifies the communication path as a TCP packet stream, then the firewall can apply the 
packet-filtering rule defined in the security policy to decide if the packet should be allowed or 
dropped. The TCP packet streams can carry different kinds of data or payloads (example: 
HTTP, IIOP, FTP, SSL, etc). In general, each stream is assigned a unique port number, and it 
carries only one class or type of message. For example, IIOP messages can be carried on TCP 
Port 683 packet stream. Similarly, HTTP messages can be carried on TCP Port 80. The 
firewall may allow TCP Port 80, but may not allow TCP Port 683 depending on the packet-
filtering rules. Using special techniques, a TCP packet stream can carry more than one type 
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of messages. GateKeeper uses a special technique, called HTTP Tunnelling, to embed IIOP 
messages within HTTP messages to be carried over TCP packet streams. 

When a firewall exists in the communication path between the client and server, the 
firewall may either forward or drop the data packets sent from the client to the server. For a 
successful communication between the client and server, the firewall must forward the 
client's messages to the server. The server can be a user application, GateKeeper, or other 
VisiBroker service providers such as the Smart Agent and the Naming Service. Configure the 
firewall to forward client's messages sent to the server's listener port. 

 Using Network Address Translation (NAT): 

A multi-home host, router, and firewall can also perform NAT in addition to their 
specialized functions. NAT can translate the source host address, source port number, 
destination host address, and destination port number found in every network packet. 

On the client side, the firewall usually translates the source host address. This method is 
commonly used to share a limited number of internet IP address. 

On the server side, the firewall may translate the destination host address and/or the 
destination port number. This hides the real destination host address from external parties. It 
provides the flexibility to change the destination host address without notifying all external 
parties that must access the server. This flexibility holds true for the port number as well. 

GateKeeper supports only static NAT, it does not support dynamic NAT. In static NAT, 
the translation is based on a predefined mapping table in which every address and port is 
always translated to a fixed value. In dynamic NAT, some rules can be set to translate 
addresses and ports to a range of values where the exact translated address of the network 
packet cannot be pre-determined because it can be any address within a given range. 

With NAT, the routing tables for all the gateways involved must be configured to account 
for any fake network addresses in use. If not, the data packets having fake destination 
addresses will not be routed correctly. In addition, firewalls must be configured to forward 
messages to any fake destination host addresses and fake ports used in NAT. If firewalls 
block the fake address or fake port, a packet will not reach its destination. 

 
 Communication Agent:  

 
This agent exploits the various services provided by CORBA. This agent is used to 

facilitate communication amongst any two agents. It keeps a track of the interfaces provided 
by different agents. When any agent wants to start interacting with another agent, it first 
contacts the facilitator. The facilitator looks up the interface repository, obtains the interfaces 
used provided by the agents and the parameters requires to invoke them, and returns this 
information to the “caller” agent. It makes use of the ‘interface repository’ and the ‘CORBA 
location service’ to achieve the above. By using the dynamic invocation interface, each 
individual agent has the flexibility to change the interfaces it provides or the parameters 
required to access its methods. The facilitator agent also keeps a track of these changes. The 
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access/invocation level details are thereby abstracted from the individual agents. COBMAF 
implements one communication agent per domain. This is because every domain will have 
more or less similar interfaces and services being provided. Interdomain communication 
would involve the communication between their individual communication agents. 
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COBMAF-VAME-WEB: A NEW CORBA BASED WEB AGENT FRAMEWORK 

 ABSTRACT: 

The following proposed web model is aimed at mapping our current research on 
Intelligent Agent Middleware in the form of Virtual Enterprise over COBMAF to the internet 
and thereby setting up an actual company called COBMAF.com which would provide a 
working implementation of our work to the masses. This web-model isn't a one-to-one 
mapping for our actual research work but has its own innovative and unique architecture. 
What is mapped though are the java classes (comprising of all agent related code) which my 
team wrote and the underlying CORBA architecture upon which our middleware is based. 
This no way is a replacement to our work but only a marketable deploy ready solution for 
Dynamically interacting Enterprises on the Internet. 

The basic idea of our research is to develop a Virtual Enterprise over the middleware 
COBMAF so that different enterprises can interact with each other over a common platform 
and do business in terms of locating suppliers and buyers. Manufacturing or supplier 
companies participate to sell their products while procurement of buyer companies look for 
sellers providing goods at the best possible price. Since this model was initially planned with 
the idea of developing standalone server/client or seller/buyer user interfaces, it can easily be 
mapped to the resources of the internet. Hence this marketable deploy-ready web-based 
model has been proposed.   
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 ARCHITECTURE (THE WEB-BASED MODEL): 

 
 
The architecture though complex at first sight is rather simple at its core with the 

basic idea being that there are in essence two interacting entities participating in the model. 
The first is the company COBMAF.com (setup by us) which would have all the agent related 
code which our team wrote and thereby acting at the server side. The second is any Company 
X (supplier or buyer) who wants to participate in the dynamic enterprise to locate other 
buyers and sellers. Hence such a Company X or LocalAMS is the customer for our parent 
company COBMAF.com which is also the GlobalAMS. The GlobalAMS and all it’s server-
side architecture and functioning is described in the next section. 
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 THE GLOBALAMS (SERVER-SIDE ARCHITECTURE): 

 Servlet Hosting and Deployment: 

The server-side architecture consists of any servlet enabled web server such as Apache 
Tomcat which would host and deploy all servlets related to the respective client companies 
such as Company X. More on how servlets are used is explained later. Each company who 
joins the dynamic enterprise is allotted its own registered user space where servlets 
corresponding to that company are stored on the web server. 

 The ORB and Naming Service: 

Since our current research work makes all ORBs and Naming Services compatible to 
work with the Virtual Enterprise (this is made possible due to the middleware we have 
developed i.e. COBMAF) supporting different ORBs and Naming Services in the web-
based model was a natural extension. The server-side GlobalAMS therefore has the option 
of using various kinds of ORBs such as Visibroker, OpenORB and naming services such as 
JNDI and others.   

 Administrator: 
 
The Administrator is any person in charge of setting up and managing the web server as 
well as initializing the Naming Service. The ORB is automatically initialized through 
the port values present in the code. 

 

 LocalAMSServlet (Common): 

The LocalAMSServlet is common to all the LocalAMSs and acts as the intermediary 
between each LocalAMS and the GlobalAMS. It registers each LocalAMS on the naming 
service  
 

 GlobalAMS agent: 

The GlobalAMS agent does the following things : 

1) Initializes the ORB.  
2) Registers on the naming service with id "globalAMS". 
3) Starts the GlobalAgentManager which invokes another GlobalAgentListener class    

(agent) and handles registration of all LocalAMSs. 

 The use of Servlets: 

The Servlets such as Listener Servlet, Resource Management Servlet, Procurement 
Servlet and Sales Servlet have been employed to implement all the agent related class files 
which our team wrote and making our standalone code compatible in the web world. Each 
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of the above servlets are stored on the registered user space for each company and these 
servlets can be downloaded by the LocalAMSs so that they can tailor it to their exact 
preference and upload them back on the web server. 

 THE LOCALAMS (CLIENT-SIDE ARCHITECTURE): 

Since all our core agent related class files have been migrated to the server side, the client 
side architecture is kept clean in the form of simple html pages which request and receive 
data through the servlet processing at the server side. 

 HOW OUR WEB-MODEL WORKS ? 

 

                              Fig 1.1                                                                         Fig 1.2 

The following procedure makes it clear to see how our Virtual Enterprise would actually 
function over the internet: 

1) The Administrator at Company COBMAF.com first gets the servlet enabled web server up 
and running and manually initializes the Naming Service which is used by different 
participating companies to find each other and communicate. 

2) Next the Administrator runs the GlobalAgent class file (agent) which initializes the ORB 
and registers itself on the naming service with id "globalAMS" and represents our company 
COBMAF.com. By registering itself this agent makes itself available to all other participating 
companies. It then automatically starts the GlobalAgentManager class file (agent) which 
invokes the GlobalAgentListener class and handles registration of all LocalAMSs in the gams 
database containing entries in the form of LocalAMS name - IP. Now the server side startup is 
complete and our Company COBMAF.com is ready to listen to incoming registration 
requests from the client side. 

3) Now the Company X or LocalAMS who wishes to participate in the Virtual Enterprise first 
visits our Company site: www.cobmaf.com  (currently assumed to be fictitious) and is 
presented with a License buying screen as seen in Fig 1.1. When it clicks on Buy now, it is 
taken to the Registration page (Fig 1.2) where it enters its name and selects its mode of 
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payment. Then it clicks on the button 'Register with GlobalAMS' to send it registration 
request to the GlobalAMS. This registration request is processed by the common 
LocalAMSServlet which finds the ORB and the Naming Service and registers Company X on 
the Naming Service with id passed in the 'Company Name' field through the get and post 
methods. 

4) Next the LocalAMSServlet extracts the ids globalAMS and the recently registered 
"Company X" from the naming service. It then uses the available interface gint to send a 
'REGISTER performative' to the listening GlobalAMSListener and also sets up LocalAMS 
interface to listen to the corresponding response from the GlobalAMS. 

5) The GlobalAgentListener which is part of the GlobalAgentManager now received the 
performative "REGISTER" after which it makes an entry of the type Company X name - IP in 
the gams directory. This confirmation goes back to the LocalAMS listener as success = 1 or 
success = 0. If the company is registered it is then taken to a login screen else an error 
message is displayed. 

6) Once the registration procedure is complete, the Company X logs into the system at its sub 
domain: companyx.cobmaf.com. If it has chosen the option of hosting its agent related 
servlet code on the remote side then it simply downloads the servlet files diplayed on the 
screen, makes suitable changes to the code, and uploads the files back to COBMAF.com's 
web server. These changes are required because the idea is that the Company X should 
also be able to act like another GlobalAMS providing custom Agent classes to its intranet 
participants. However if the Company X has chosen the option of hosting servlets on its own 
web server then it only needs to download the template servlets and does not have to upload 
any files since the servlets now become locally available.  

7) A Company Y who is part of the seller-buyer network of Company X now acts like the 
LocalAMS and Company X acts like the GlobalAMS and the procedure is exactly the same 
as that for COBMAF.com - Company X. 
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COMPENDIOUS: 
 

The COBMAF-VAME Agents research group thus consists of the next-generation of 
student researchers who aim at enhancing the base model COBMAF which is a 
heterogeneous multi-agent system architecture. The architecture has completed Step 1 of its 
build up and is now in Step 2 where several modifications to it will be carried out. These 
modifications as explained above throughout the project report are the Directory Facilitator, 
Gatekeeper and Ontology.  
 

Apart from substantiating the base model we have proposed its web counterpart in the 
form of COBMAF-VAME-WEB which maps our research work to the faculties of the 
internet where seamless interaction between different online enterprises can take place easily 
to create a Virtual Enterprise system. This proposed architecture has not been entirely 
finalized and will undergo major re-transformations to get it right. It will also incorporate the 
base research work as and when the need arises. Thus we have our research groups split up as 
one working for COBMAF-VAME++ and the other working for COBMAF-VAME-WEB.  
 

All in all these ongoing research initiatives look promising and have tremendous 
scope for enhancement, scalability and dynamism in several implemental environments such 
as intranets and the internet.    
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